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System rozpoznawania znaków drogowych

Co, jeśli chcemy użyć naszego wytrenowanego modelu…

SPEED
LIMIT

50

w innym kraju?

50

w innej pogodzie?

50

z inną kamerą?

Jak dostosowywać model do zmian warunków, nie tracąc wcześniej nabytej wiedzy?
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Uczenie wsadowe a uczenie ciągłe

Uczenie wsadowe (batch learning)

D1 D2 D3

fθ

Jednoczesny dostęp do danych
ze wszystkich etapów.

Uczenie ciągłe (continual learning)

D1

fθ1

D2

fθ2

D3

fθ3

czas

Sekwencyjny napływ danych i ograniczony
dostęp do wcześniejszych przykładów.

Cel uczenia ciągłego: uczyć się na nowych danych, zachowując wcześniejszą wiedzę.
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Scenariusze uczenia ciągłego

Uczenie Test: wybór klasy

Task-Incremental
Learning (Task-IL)

Class-Incremental
Learning (Class-IL)

Domain-Incremental
Learning (Domain-IL)

Zadanie 1 Zadanie 2

30 50 STOP

Zadanie 1 Zadanie 2

30 50 STOP

dzień

30 50

noc

30 50

mgła

30 50

Podajemy zadanie, np. zadanie 1

Wybór tylko spośród klas tego zadania

30 50

Wszystkie poznane klasy

Bez identyfikatora zadania

30 50 STOP

Te same klasy w każdej domenie

Obrazy z dnia, nocy lub mgły
bez informacji o domenie

30 50

Źródło: van de Ven i Tolias, Three scenarios for continual learning, 2019. 5

https://arxiv.org/abs/1904.07734


Wyzwanie: katastrofalne zapominanieContinual Learning and Catastrophic Forgetting

Figure 1: Schematic illustration of catastrophic forgetting. a, When an artificial deep neural network is sequentially
trained on two tasks, it rapidly and drastically forgets the first task while training on the second one. b, Importantly,
when instead trained in an interleaved fashion, the same network is able to learn both tasks, illustrating that catastrophic
forgetting is not due to limited model capacity.

might be relatively mild: Hinton et al. (1986) hypothesized that the many small parameter updates that work together
to optimize the new task, might mostly cancel each other out in terms of their effect on previous tasks. This however
turned out not to be the case. McCloskey and Cohen (1989) and Ratcliff (1990) were the first to demonstrate that the
sequential training of simple neural networks on disjoint sets of data results in drastic forgetting, even with only small
amounts of training on the new data distribution. McCloskey and Cohen also noted that this forgetting is substantially
worse than that observed in humans, which prompted them to describe it as “catastrophic”.

Inspired by the observations from McCloskey and Cohen and Ratcliff, in the 1990s several research groups began
exploring the problem of catastrophic forgetting in early connectionist models. The proposed solutions incorporated
concepts such as reducing network overlap (e.g., sparse or orthogonal representations) and the rehearsal of prior data
(see Robins, 1995 and French, 1999 for reviews). Following these works, the early concepts of continual learning
began to emerge (Thrun and Mitchell, 1995). More recently, Srivastava et al. (2013) and Goodfellow et al. (2013)
demonstrated that catastrophic forgetting remains a problem in modern deep learning architectures, which had just
begun gaining popularity. Since then there has been a rapid rise in the number of deep learning studies addressing the
problem of continual learning.

2.2 Other Features Important for Continual Learning

While catastrophic forgetting is the root cause for why continual learning is so challenging for neural networks, it is not
the case that preventing catastrophic forgetting is enough to solve the continual learning problem. One reason for this is
that approaches that lower forgetting often introduce or exacerbate other issues. For example, reduced forgetting often
comes at the cost of an impaired ability to learn new information, a trade-off known as the stability-plasticity dilemma
(Grossberg, 1982). Another example is that catastrophic forgetting could be avoided by always training on all data seen
so far, but this approach presents significant challenges in terms of memory and computation usage. Among others,
Díaz-Rodríguez et al. (2018), Mundt et al. (2022), Prabhu et al. (2023) and Verwimp et al. (2023) have stressed that
continual learning should focus on more than just preventing forgetting.

In a recent perspective article, Kudithipudi et al. (2022) argued that, in addition to avoiding catastrophic forgetting,
successful continual learning methods should exhibit the following features for full-scale operation:

1. Adaptation - Continual learning models must be able to quickly adapt to new situations or surroundings,
without requiring extensive offline (re)training. Such rapid adaptation is essential when models are deployed
in the real world, where conditions may vary considerably and change quickly. It was recently shown that
incremental training of deep neural networks on a sequence of tasks can lead to a substantial loss of plasticity
(Dohare et al., 2023), highlighting that rapid adaptation is still an open problem in continual learning.

2. Exploiting task similarity - When the different tasks (or contexts) that must be learned are related, it should
be possible to exploit their similarity to achieve ‘positive transfer’ between tasks. Positive transfer means
that due to learning one task, the network also becomes better at another task – either directly in terms of
performance improvement, or indirectly by making (re)learning of that task easier. For example, once a human
has learned to play a first musical instrument (e.g., the piano), it is typically easier for them to master a second
one (e.g., the violin). In continual learning, there are two types of transfer: forward transfer, whereby learning
a new task facilitates future tasks; and backward transfer, whereby learning a new task benefits previously
learned tasks. Especially positive backward transfer has proven to be a challenging feature to achieve with
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Nauka zadania 2 może pogarszać wyniki na zadaniu 1.

Źródło: van de Ven, Soures i Kudithipudi, Continual Learning and Catastrophic Forgetting, 2024. 6

https://arxiv.org/abs/2403.05175


Wyzwanie: dylemat stabilności–plastyczności
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Figure 4. Unified illustration of the theoretical foundations of continual learning. (A) The stability–
plasticity dilemma illustrates the trade-off between preserving previously acquired knowledge
(stability) and adapting to new tasks (plasticity). Excessive plasticity results in catastrophic forgetting,
whereas excessive stability limits adaptation to new tasks. (B) Representative continual learning
strategies for mitigating catastrophic forgetting, including replay-based methods, regularization-
based methods, and architecture-based methods, which preserve previous knowledge through
memory replay, parameter regularization, and structural adaptation, respectively.

Formal Definition of Catastrophic Forgetting

Although catastrophic forgetting is often described qualitatively as the degradation
of previously acquired knowledge after learning new tasks, CL research has introduced
several mathematical formulations that enable rigorous analysis of forgetting. Consider
a CL setting consisting of T sequential tasks, where Ai,j denotes the test performance
(e.g., classification accuracy) on task i after the model has completed learning task j, with
j ≥ i. Following the widely adopted formulation, the forgetting associated with task i after
learning all tasks is defined as

https://doi.org/10.3390/math14152774

Stabilność
Zachowanie wcześniejszej wiedzy.

Plastyczność
Zdolność uczenia się nowych zadań.

Źródło: Ullah, Hong i Kim, Modern Continual Learning with Foundation Models, Evaluation Challenges, and Future Directions, 2026. 7

https://doi.org/10.3390/math14152774


Metryki: dokładność i zapominanie

ak,j — dokładność na zadaniu j po etapie treningu k, n — etap oceny.

Zadanie testowe j

Po
et

ap
ie

tr
en

in
gu

k

1 2 3

1 a1,1 — —

2 a2,1 a2,2 —

3 a3,1 a3,2 a3,3

Średnia dokładność ↑
Średnia dokładność na wszystkich poznanych zadaniach
po zakończeniu etapu n.

AAn =
1

n

n∑
j=1

an,j

Średnie zapominanie ↓
Średni spadek dokładności na wcześniejszych zadaniach
względem ich najlepszych wyników.

FMn =
1

n− 1

n−1∑
j=1

(
max
j≤k<n

ak,j − an,j

)
Źródło: Wang i in., A Comprehensive Survey of Continual Learning, 2024. 8

https://arxiv.org/html/2302.00487v3


Metryki: transfer wiedzy między zadaniami

ak,j — dokładność na zadaniu j po etapie treningu k, n — etap oceny.

Zadanie testowe j

Po
et

ap
ie

tr
en

in
gu

k

1 2 3

1 a1,1 — —

2 a2,1 a2,2 —

3 a3,1 a3,2 a3,3

Transfer wsteczny ↑
Zmiana dokładności na wcześniejszych zadaniach
względem wyników tuż po ich nauczeniu.

BWTn =
1

n− 1

n−1∑
j=1

(an,j − aj,j)

Transfer w przód ↑
Czy wcześniejsza wiedza poprawia wynik na nowym
zadaniu w porównaniu z treningiem od zera?

FWTn =
1

n− 1

n∑
j=2

(aj,j − ãj)

ãj — wynik nauki tylko zadania j od zera.

Źródło: Wang i in., A Comprehensive Survey of Continual Learning, 2024. 9

https://arxiv.org/html/2302.00487v3


Zbiory danych w uczeniu ciągłym

Split / Permuted MNIST
Pary cyfr lub permutacje pikseli.

Figure 1: Schematic of split MNIST task protocol.

Table 2: Split MNIST according to each scenario.

Task-IL With task given, is it the 1st or 2nd class?
(e.g., 0 or 1)

Domain-IL With task unknown, is it a 1st or 2nd class?
(e.g., in [0, 2, 4, 6, 8] or in [1, 3, 5, 7, 9])

Class-IL With task unknown, which digit is it?
(i.e., choice from 0 to 9)

Firstly, the multi-headed vs single-headed distinction is tied to the architectural layout of a network’s
output layer, while our scenarios more generally reflect the conditions under which a model is
evaluated. Although in the continual learning literature a multi-headed layout (i.e., using a separate
output layer for each task) is the most common way to use task identity information, it is not the only
way. Similarly, a single-headed layout (i.e., using the same output-layer for every task) might by
itself not require task identity to be known, it is still possible for the model to use task identity in
other ways (e.g., in its hidden layers, as in [4]).

Secondly, our categorization scheme extends upon the multi-headed vs single-headed split by recog-
nizing that when task identity is not provided, there is a further distinction depending on whether the
network is explicitly required to infer task identity. Importantly, we will show that the two scenarios
resulting from this additional split substantially differ in difficulty (see section 5).

2.2 Example Task Protocols

To demonstrate the difference between the three continual learning scenarios, and to illustrate that
any task protocol can be performed according to each scenario, we will perform two different task
protocols for all three scenarios.

The first task protocol is sequentially learning to classify MNIST-digits (‘split MNIST’ [7]; Figure 1).
In the recent literature, this task protocol has been performed under the Task-IL scenario (in which
case it is sometimes referred to as ‘multi-headed split MNIST’) and under the Class-IL scenario (in
which case it is referred to as ‘single-headed split MNIST’), but it could also be performed under the
Domain-IL scenario (Table 2).

The second task protocol is ‘permuted MNIST’ [16], in which each task involves classifying all ten
MNIST-digits but with a different permutation applied to the pixels for every new task (Figure 2).
Although permuted MNIST is most naturally performed according to the Domain-IL scenario, it can
be performed according to the other scenarios too (Table 3).

2.3 Task Boundaries

The scenarios described in this report assume that during training there are clear and well-defined
boundaries between the tasks to be learned. If there are no such boundaries between tasks—for
example because transitions between tasks are gradual or continuous—the scenarios we describe here
no longer apply, and the continual learning problem becomes less structured and potentially a lot
harder. Among others, training with randomly-sampled minibatches and multiple passes over each
task’s training data are no longer possible. We refer to [12] for a recent insightful treatment of the
paradigm without well-defined task-boundaries.
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Split CIFAR-100
100 klas; np. 5 zadań po 20 klas.

(a) CIFAR-100: 100 klas obiektów (rozdzielczo  32 × 32 px)

Cattle Dinosaur Apple Boy Aquarium Fish

(b) ImageNet-100: 100 klas z ImageNet-1K (rozdzielczo  224 × 224 px)

Tench
Goldfish Great white shark Tiger shark Hammerhead

(c) DomainNet: 345 klas w 6 domenach wizualnych (klasa Butterfly )

Clipart
Infograph

Painting Quickdraw Real

Sketch

ImageNet
Klasy dzielone na kolejne zadania.

(a) CIFAR-100: 100 klas obiektów (rozdzielczo  32 × 32 px)

Cattle Dinosaur Apple Boy Aquarium Fish

(b) ImageNet-100: 100 klas z ImageNet-1K (rozdzielczo  224 × 224 px)

Tench
Goldfish Great white shark Tiger shark Hammerhead

(c) DomainNet: 345 klas w 6 domenach wizualnych (klasa Butterfly )

Clipart
Infograph

Painting Quickdraw Real

Sketch

DomainNet
345 klas w 6 domenach.

(a) CIFAR-100: 100 klas obiektów (rozdzielczo  32 × 32 px)

Cattle Dinosaur Apple Boy Aquarium Fish

(b) ImageNet-100: 100 klas z ImageNet-1K (rozdzielczo  224 × 224 px)

Tench
Goldfish Great white shark Tiger shark Hammerhead

(c) DomainNet: 345 klas w 6 domenach wizualnych (klasa Butterfly )

Clipart
Infograph

Painting Quickdraw Real

Sketch
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Klasyfikacja metod uczenia ciągłego

Replay
Powtarzamy dawne przykłady.

LCL = Lnew + Lreplay
Przykład: Experience Replay (ER)

Regularyzacja
parametrów
Chronimy ważne parametry
dla wcześniejszych zadań.

LCL = Lnew + ‖θ − θ∗‖Σ
θ∗ — wcześniejsze, zamrożone parametry.
Σ — macierz opisująca ważność parametrów.
Przykład: Elastic Weight Consolidation (EWC)

Regularyzacja
funkcjonalna
Ograniczamy zmiany predykcji
modelu.

LCL = Lnew +D(fθ, fθ∗)
D — miara rozbieżności predykcji bieżącego
i poprzedniego, zamrożonego modelu.
Przykład: Learning without Forgetting (LwF)

Źródło: van de Ven, Soures i Kudithipudi, Continual Learning and Catastrophic Forgetting, 2024. 11

https://arxiv.org/abs/2403.05175


Experience Replay (ER)

Nowe dane + przykłady z pamięci.

     Scene 1

Buffer

     Scene 2      Scene N

...

Buffer 
Update

Buffer 
Update

Buffer 
Input

Buffer 
Input

Weights 
Transfer

Weights 
Transfer

Buffer 
Update

...

Figure 1. Overview of our replay-based continual learning approach for visual localization. During each scene (task) iteration, the model
is updated using the current and previous task samples. The former is sampled from a small fixed-size buffer. After the training is over, a
small subset of the current task samples are stored in the buffer by replacing parts of stored data from previous tasks.

model is allowed to have repeated passes through the whole
dataset, and ii) online CL: the task boundary changes sud-
denly. To mitigate the challenges of CL, several approaches
are proposed: i) regularization methods [1, 35, 45] that pe-
nalize changes in weights considered important for previ-
ous scenes or directly impose orthogonality constraints in
the training objective, ii) modular methods [2, 28, 49] that
increase the model capacity assigning new parameters for
each task, and iii) replay methods [22, 48] that perform ex-
perience replay by storing samples from previous scenes in
a fixed size buffer or using generative models to generate
images of past scenes. All the three methods incur limited
memory and computational costs as regularization meth-
ods require past gradients or feature maps to be stored in
memory like the replay-based approaches, while modular
approaches require an increase in model size. For a fixed
model size, experience replay based methods have shown
superior performance compared to regularization methods,
and in some recent works [19], a combination of both also
leads to good results.

In this work, we consider the task CL setting for the
problem of visual localization in the context of experience-
replay based solutions. We adopt some of the buffer-
ing methods from literature – Reservoir [66], and Class-
balance [22] to perform experience replay. A strong base-
line is created using these methods and challenges specific
to the visual localization problem highlighted. Unlike the
classification domain where each image is representative of
the whole class, visual localization scenes consist of diverse

sets of images spanning a whole 3D environment. Exist-
ing buffering methods do not take the 3D scene layout into
account. Storing images from just one part of the scene
does not guarantee generalization to images from other dis-
joint parts. To retain performance on several parts of the
scene, we propose a buffering process that ensures the im-
ages stored in the buffer will have higher scene coverage.
This is done by computing a coverage score factor that in-
dicates if buffering new incoming image will improve the
existing coverage score of buffer images. The proposed
buffering algorithm outperforms existing methods on chal-
lenging datasets – 7Scenes, 12Scenes, and also 19Scenes
obtained by combining the former scenes.

To summarize, we make the following contributions:

• Introduce the problem of continual learning for visual
localization.

• Create a strong experience-replay baseline from exist-
ing buffering methods across several indoor datasets.

• Propose a new buffering strategy conditioned on the
3D geometry of the scene.

2. Related Work
Visual localization. Visual localization is the task of esti-
mating 6-DoF camera pose from an image. Conventional
methods [50–56, 61, 62] solve it by matching image fea-
tures against a prebuilt 3D map [58, 59]. The camera

3253

Ograniczony bufor wymaga selekcji przykładów, np. metodą próbkowania zbiornikowego (ang.
reservoir sampling).

Źródło: Wang i in., ICCV 2021. 12

https://openaccess.thecvf.com/content/ICCV2021/papers/Wang_Continual_Learning_for_Image-Based_Camera_Localization_ICCV_2021_paper.pdf


EWC: chronimy ważne parametry

Figure 1: elastic weight consolidation (EWC) ensures task A is remembered whilst training on task B. Training
trajectories are illustrated in a schematic parameter space, with parameter regions leading to good performance
on task A (gray) and on task B (cream). After learning the first task, the parameters are at θ∗A. If we take gradient
steps according to task B alone (blue arrow), we will minimize the loss of task B but destroy what we have learnt
for task A. On the other hand, if we constrain each weight with the same coefficient (green arrow) the restriction
imposed is too severe and we can only remember task A at the expense of not learning task B. EWC, conversely,
finds a solution for task B without incurring a significant loss on task A (red arrow) by explicitly computing how
important weights are for task A.

All the information about task A must therefore have been absorbed into the posterior distribution
p(θ|DA). This posterior probability must contain information about which parameters were important
to task A and is therefore the key to implementing EWC. The true posterior probability is intractable,
so, following the work on the Laplace approximation by Mackay [MacKay, 1992], we approximate
the posterior as a Gaussian distribution with mean given by the parameters θ∗A and a diagonal precision
given by the diagonal of the Fisher information matrix F . F has three key properties [Pascanu and
Bengio, 2013]: (a) it is equivalent to the second derivative of the loss near a minimum, (b) it can
be computed from first-order derivatives alone and is thus easy to calculate even for large models,
and (c) it is guaranteed to be positive semi-definite. Note that this approach is similar to expectation
propagation where each subtask is seen as a factor of the posterior [Eskin et al., 2004]. Given this
approximation, the function L that we minimize in EWC is:

L(θ) = LB(θ) +
∑
i

λ

2
Fi(θi − θ∗A,i)

2 (3)

where LB(θ) is the loss for task B only, λ sets how important the old task is compared to the new one
and i labels each parameter.

When moving to a third task, task C, EWC will try to keep the network parameters close to the
learned parameters of both task A and B. This can be enforced either with two separate penalties, or
as one by noting that the sum of two quadratic penalties is itself a quadratic penalty.

2.1 EWC allows continual learning in a supervised learning context

We start by addressing the problem of whether elastic weight consolidation could allow deep neural
networks to learn a set of complex tasks without catastrophic forgetting. In particular, we trained a
fully connected multilayer neural network on several supervised learning tasks in sequence. Within
each task, we trained the neural network in the traditional way, namely by shuffling the data and
processing it in small batches. After a fixed amount of training on each task, however, we allowed no
further training on that task’s dataset.

We constructed the set of tasks from the problem of classifying hand written digits from the MNIST
[LeCun et al., 1998] dataset, according to a scheme previously used in the continual learning literature
[Srivastava et al., 2013, Goodfellow et al., 2014]. For each task, we generated a fixed, random
permutation by which the input pixels of all images would be shuffled. Each task was thus of equal
difficulty to the original MNIST problem, though a different solution would be required for each.
Detailed description of the settings used can be found in Appendix 4.1.

Training on this sequence of tasks with plain stochastic gradient descent (SGD) incurs catastrophic
forgetting, as demonstrated in Figure 2A. The blue curves show performance on the testing sets of
two different tasks. At the point at which the training regime switches from training on the first
task (A) to training on the second (B), the performance for task B falls rapidly, while for task A it
climbs steeply. The forgetting of task A compounds further with more training time, and the addition
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Bez ochrony
Zapominanie zadania A.

Jednakowa kara
Ograniczamy zmiany wszystkich
wag tak samo.

EWC
Silniej chronimy parametry ważne
dla A.

L(θ) = Lnew(θ)︸ ︷︷ ︸
nowe zadanie

+
λ

2

P∑
i=1

Fi
(
θi − θ∗i

)2
︸ ︷︷ ︸

ważona kara za zmianę parametrów
θ∗ — wcześniejsze parametry.
Fi — i-ty element diagonalny macierzy informacji Fishera: ważność parametru dla wcześniejszego zadania.

Źródło: Kirkpatrick i in., 2017. 13
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Learning without Forgetting (LwF)
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new task 

ground truth

new task 

image

Input: Target:

(b) Fine-tuning
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new task 

ground truth

…

…

new task 

image
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ground truth
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Input: Target:

(a) Original Model

(old task 𝑚)

…(test image)

…

(old task 1)

𝜃𝑠 𝜃𝑜

Fig. 2. Illustration for our method (e) and methods we compare to (b-d). Images and labels used in training are shown. Data for different tasks are
used in alternation in joint training.

al. [17] propose Deep Block-Modular Neural Networks for
fully-connected neural networks, and Rusu et al. [18] pro-
pose Progressive Neural Networks for reinforcement learn-
ing. Parameters for the original network are untouched, and
newly added nodes are fully connected to the layer beneath
them. These methods has the downside of substantially
expanding the number of parameters in the network, and
can underperform [17] both fine-tuning and feature extrac-
tion if insufficient training data is available to learn the
new parameters, since they require a substantial number of
parameters to be trained from scratch. We experiment with
expanding the fully connected layers of original network
but find that the expansion does not provide an improve-
ment on our original approach.

2.2 Topically relevant methods
Our work also relates to methods that transfer knowledge
between networks. Hinton et al. [11] propose Knowledge
Distillation, where knowledge is transferred from a large
network or a network assembly to a smaller network for
efficient deployment. The smaller network is trained using a
modified cross-entropy loss (further described in Sec. 3) that
encourages both large and small responses of the original
and new network to be similar. Romero et al. [19] builds
on this work to transfer to a deeper network by applying
extra guidance on the middle layer. Chen et al. [20] proposes
the Net2Net method that immediately generates a deeper,
wider network that is functionally equivalent to an exist-
ing one. This technique can quickly initialize networks for

faster hyper-parameter exploration. These methods aim to
produce a differently structured network that approximates
the original network, while we aim to find new parameters
for the original network structure (θs, θo) that approximate
the original outputs while tuning shared parameters θs for
new tasks.

Feature extraction and fine-tuning are special cases of
Domain Adaptation (when old and new tasks are the same)
or Transfer Learning (different tasks). These are different
from multitask learning in that tasks are not simultaneously
optimized. Transfer Learning uses knowledge from one
task to help another, as surveyed by Pan et al. [21]. The
Deep Adaption Network by Long et al. [22] matches the
RKHS embedding of the deep representation of both source
and target tasks to reduce domain bias. Another similar
domain adaptation method is by Tzeng et al. [23], which
encourages the shared deep representation to be indistin-
guishable across domains. This method also uses knowledge
distillation, but to help train the new domain instead of
preserving the old task. Domain adaptation and transfer
learning require that at least unlabeled data is present for
both task domains. In contrast, we are interested in the
case when training data for the original tasks (i.e. source
domains) are not available.

Methods that integrate knowledge over time, e.g. Life-
long Learning [24] and Never Ending Learning [25], are also
related. Lifelong learning focuses on flexibly adding new
tasks while transferring knowledge between tasks. Never
Ending Learning focuses on building diverse knowledge

Destylacja wiedzy
Poprzedni model podaje
wzorcowe predykcje dawnych
klas.

Nowe dane
Uczymy się nowego zadania
i ograniczamy zmiany tych
predykcji.

L(θ) = Lnew(θ)︸ ︷︷ ︸
nowe zadanie

+
λ

N

N∑
n=1

DKL(pold(· | xn) ‖ pθ(· | xn))︸ ︷︷ ︸
dopasowanie predykcji dawnych klas na nowych danych

pold, pθ — predykcje zamrożonego poprzedniego i bieżącego modelu.
DKL — dywergencja Kullbacka–Leiblera (miara rozbieżności rozkładów predykcji).

Źródło: Li i Hoiem, Learning without Forgetting, ECCV 2016. 14
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Metody samonadzorowane
w uczeniu ciągłym



Czy etykieta mówi wszystko o obrazie?

50

Etykieta: ograniczenie do 50 km/h.

Dziś: rozpoznawanie znaku.

A jutro: ocena widoczności?

Nowe obrazy mogą być dostępne wcześniej niż ich
etykiety.

A gdyby sygnał do nauki pochodził z samych obrazów?

16



Etapy uczenia samonadzorowanego (self-supervised learning, SSL)
(a) Zadanie pomocnicze (Pretext task)
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(b) Zadanie docelowe (Downstream task)
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Zadanie docelowe
(a) Zadanie pomocnicze (Pretext task)
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(b) Zadanie docelowe (Downstream task)

x

f( ) Zamro one wagi

h

Klasyfikator liniowy

Rozk ad klas y

Zadanie docelowe

1. Uczenie reprezentacji bez etykiet klas.
(ang. pretext task)

2. Ocena reprezentacji z etykietami.
(ang. downstream task)

Na podstawie Chen i in., SimCLR, ICML 2020. 17

https://proceedings.mlr.press/v119/chen20j.html


Dlaczego SSL w uczeniu ciągłym?

I Bez czekania na etykiety
Sygnał uczący pochodzi z napływających danych.

I Stabilniejsze reprezentacje
Część badań wskazuje, że uczenie samonadzorowane jest mniej podatne na
katastrofalne zapominanie.

I Uczenie online i task-free
Możliwa nauka ze strumienia danych bez jawnych granic zadań.

Źródła: Madaan i in., ICLR 2022; Cignoni i in., CLA, CoLLAs 2026. 18

https://arxiv.org/abs/2110.06976v3
https://proceedings.mlr.press/v330/cignoni26a.html


Duże modele i reprezentacje do wielu zadań

DINOv3 — pretrening samonadzorowany; zbiór bazowy: 1,7 mld obrazów.

U góry obrazy, u dołu wizualizacja ich cech (PCA).

Jak dalej uczyć taki model, zachowując wcześniejszą wiedzę?

Źródło: Siméoni i in., DINOv3, 2025. 19

https://arxiv.org/abs/2508.10104v1


DINO: struktura przestrzeni reprezentacji

“Two pizzas and three
cups of drinks sit atop
a table.”

“A person on a skate-
board up in the air.”

“A large field with
water has animals on
it.”

Image embeddings
DINOv2 ViT-B/14

Text embeddings
Qwen3-8B

No pairs

Alignment from shared geometry

Figure 1: Shared geometry enables unpaired alignment. Across modalities, embedding spaces of
independent models share a similar geometry. Prior works require a multimodal “Rosetta Stone” of
paired cross-modal examples to align both spaces. In contrast, our Wasserstein Procrustes approach
directly exploits this shared geometry for aligning without observing a single paired example. We
here show the nearest neighbor of each image in the text embedding space of disjoint datasets.

This question is challenging as both embedding spaces have no shared coordinates, no known sample
correspondences, and potentially different numbers of samples and dimensions. Prior works (Norelli
et al., 2023; Maiorca et al., 2023; Maniparambil et al., 2024; Yacobi et al., 2026; Gröger et al., 2026b;
Roschmann et al., 2026) have shown that a few paired examples may suffice if the embedding ge-
ometry is exploited. Early evidence from fully unpaired methods (Hoshen & Wolf, 2018b; Schnaus
et al., 2025) hints that geometric structure may recover cross-modal correspondences, but these
methods have been restricted to small-scale datasets or class-level embeddings. Aligning disjoint
sets when removing all paired examples remained an unsolved problem.

In this paper, we show that such a blind cross-modal alignment is possible, at least at a coarse level.
By introducing a simple alignment procedure based on Wasserstein Procrustes (Rangarajan et al.,
1997; Cohen & Guibas, 1999), we jointly infer a correspondence between samples and an orthogonal
mapping between embedding spaces. Due to non-convex (Alvarez-Melis et al., 2019) optimization,
random initialization is insufficient. Inspired by mini-vec2vec (Dar, 2025), we instead find a coarse
correspondence by independently matching the geometric structure of the two embedding spaces
and use it to initialize the joint alignment. The resulting procedure requires only the two sets of
unimodal embeddings. It uses no paired examples, class labels, or shared reference points.

Across many datasets, vision models, and language models, we find that independently trained mod-
els can be aligned without paired data. The recovered alignment captures coarse semantic structure
even when images and captions come from different datasets. In fact, our unpaired alignment qual-
ity is strongly predicted by geometric similarity between embedding spaces, measured by common
scores like Centered Kernel Alignment (CKA) (Kornblith et al., 2019). This provides an empiri-
cal criterion for unpaired alignment success chances. This relationship is not specific to image-text
models and extends to scientific and medical domains. Our framework naturally generalizes to few
paired examples, bridging the unpaired and (very) few-pair settings. With very few pairs (≤ 100),
we substantially outperform baselines and remain competitive with more added pairs. We also
demonstrate proof-of-concept text-to-image generation without image-text pairs. Together, our re-
sults suggest a different view of multimodal alignment: paired examples are not always necessary
for cross-modal alignment. Independent models often already organize their embedding spaces sim-
ilarly enough for shared geometry to reveal coarse correspondences. Unlike the historical one, a
multi-modal Rosetta Stone might not be necessary, although having a small one can greatly refine
the estimated alignment. Instead, leveraging shared geometries provides the required coarse bridge.

2 RELATED WORK

Our work builds on three observations. First, independently trained embedding spaces within a
modality can often be aligned without pairs via almost isometric (Mikolov et al., 2013) geometry.

2

DINOv2 ViT-B/14 · dwuwymiarowa wizualizacja

Struktura semantyczna
Obrazy o podobnej treści tworzą grupy
w przestrzeni cech.

Hipoteza dla uczenia ciągłego
Kontrola geometrii reprezentacji może
ograniczać zapominanie podczas
dalszego uczenia.

Źródło: Schnaus i in., Shared Geometry As A Rosetta Stone, 2026. 20

https://arxiv.org/abs/2610.09411v2


Regularyzacja przestrzeni
reprezentacji



Rodzaje regularyzacji przestrzeni reprezentacji

L = Ltask︸︷︷︸
cel uczenia

+ λLreg︸ ︷︷ ︸
regularyzacja

Stabilizacja geometrii
reprezentacji
Kontrolujemy strukturę przestrzeni cech,
aby cechy zachowały zróżnicowanie.

Przykłady: VICReg, SIGReg / LeJEPA

Stabilizacja reprezentacji
w czasie
Ograniczamy zmiany cech,
aby zachować wcześniejszą wiedzę.

Przykłady: CaSSLe, PNR, Osiris
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VICReg: podobieństwo, wariancja i kowariancja
Published as a conference paper at ICLR 2022
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: distribution of transformations
: random transformations

: encoders
: expanders

: batch of images
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: batches of embeddings

Figure 1: VICReg: joint embedding architecture with variance, invariance and covariance
regularization. Given a batch of images I , two batches of different views X and X ′ are produced
and are then encoded into representations Y and Y ′. The representations are fed to an expander
producing the embeddings Z and Z ′. The distance between two embeddings from the same image is
minimized, the variance of each embedding variable over a batch is maintained above a threshold, and
the covariance between pairs of embedding variables over a batch are attracted to zero, decorrelating
the variables from each other. Although the two branches do not require identical architectures nor
share weights, in most of our experiments, they are Siamese with shared weights: the encoders are
ResNet-50 backbones with output dimension 2048. The expanders have 3 fully-connected layers of
size 8192.

alternative class of collapse prevention methods relies on maximizing the information content of
the embedding Zbontar et al. (2021); Ermolov et al. (2021). These methods prevent informational
collapse by decorrelating every pair of variables of the embedding vectors. This indirectly maximizes
the information content of the embedding vectors. The Barlow Twins method drives the normalized
cross-correlation matrix of the two embeddings towards the identity Zbontar et al. (2021), while the
Whitening-MSE method whitens and spreads out the embedding vectors on the unit sphere Ermolov
et al. (2021).

2 VICREG: INTUITION

We introduce VICReg (Variance-Invariance-Covariance Regularization), a self-supervised method for
training joint embedding architectures based on the principle of preserving the information content of
the embeddings. The basic idea is to use a loss function with three terms:

• Invariance: the mean square distance between the embedding vectors.

• Variance: a hinge loss to maintain the standard deviation (over a batch) of each variable of
the embedding above a given threshold. This term forces the embedding vectors of samples
within a batch to be different.

• Covariance: a term that attracts the covariances (over a batch) between every pair of
(centered) embedding variables towards zero. This term decorrelates the variables of each
embedding and prevents an informational collapse in which the variables would vary
together or be highly correlated.

Variance and Covariance terms are applied to both branches of the architecture separately, thereby
preserving the information content of each embedding at a certain level and preventing informational
collapse independently for the two branches. The main contribution of this paper is the Variance
preservation term, which explicitly prevents a collapse due to a shrinkage of the embedding vectors
towards zero. The Covariance criterion is borrowed from the Barlow Twins method and prevents
informational collapse due to redundancy between the embedding variables Zbontar et al. (2021).
VICReg is more generally applicable than most of the aforementioned methods because of fewer
constraints on the architecture. In particular, VICReg:

• does not require that the weights of the two branches be shared, not that the architectures be
identical, nor that the inputs be of the same nature;

2

Podobieństwo widoków
Dwa widoki obrazu mają bliskie

cechy.

Wariancja
Cechy nie skupiają się w jednym

punkcie.

Kowariancja
Ograniczamy korelacje

współrzędnych.

L = λs(ZA, ZB)︸ ︷︷ ︸
podobieństwo

+µ
[
v(ZA) + v(ZB)

]︸ ︷︷ ︸
wariancja

+ ν
[
c(ZA) + c(ZB)

]︸ ︷︷ ︸
kowariancja

Źródło: Bardes, Ponce i LeCun, VICReg, ICLR 2022. 23

https://arxiv.org/abs/2105.04906v3


SIGReg i LeJEPA: kontrola rozkładu cech

SIGReg — Sketched Isotropic Gaussian Regularization
LeJEPA:

Sec 1: Intro | Sec 2: Background | Sec 3: Why Gaussian? | Sec 4: SIGReg | Sec 5: LeJEPA | Sec 6: Experiments

𝑓𝜽
→

Figure 2. Sketched Isotropic Gaussian Regularization (SIGReg): Given some arbitrary input data with density 𝑝𝑥 with support that may or may
not lie on a manifold (left), a Deep network (DN) encoder ( 𝑓𝜽) produces embeddings 𝒛 = 𝑓𝜽(𝒙) with some distribution 𝒛 ∼ 𝑝𝑧 (middle). Our proposed
Backward Cramér-Wold Statistics (Section 4) objective pushes 𝑝𝑧 to match a target distribution 𝑝𝑡 by projecting the embeddings along 1𝑑 directions
(middle, arrows) and enforcing that the univariate densities (right, colored lines) match the distribution of 𝑝𝑡 , projected along the same directions.
Any popular statistical test (provided in Section 4.2) can assess the goodness-of-fit–in practice we argue for characteristic function tests (Section 4.2).
By using SIGReg with 𝑝𝑡 isotropic Gaussian (right, black lines), we introduce a lean and provably optimal (Section 3) JEPA, coined LeJEPA, free of
numerous heuristics and able to produce competitive performances (Sections 5 and 6).

theory directly yields practical simplicity.
Contribution 4: We validate LeJEPA at scale across

diverse architectures and establish in-domain pretrain-
ing as viable. Our experiments (Section 6) span ViTs,
ConvNeXts, ResNets, MaxViTs, and Swin Transformers
at scales approaching 1 billion parameters, where LeJEPA
matches or exceeds state-of-the-art methods while main-
taining training simplicity and robustness. Critically, on
domain-specific datasets (Galaxy10, Food101), LeJEPA
outperforms DINOv2-based transfer learning when pre-
trained directly on target data. This challenges the transfer
learning paradigm and demonstrates that principled SSL
can unlock effective in-domain pretraining—previously
considered impractical for small datasets.

2 Background and Notations
We start by introducing some of the notations we will be
using throughout our manuscript (Section 2.1), followed
by a review of JEPAs (Section 2.2), and existing literature
studying their design (Section 2.3).

2.1 Notations and Definitions
Data. We are in possession of a dataset of shape (𝑁,𝑉, 𝐷) ∈
N∗3 where 𝑁 is the number of samples, 𝑉 is the number
of views, and 𝐷 is the dimension. One entry of this
dataset is accessed via 𝒙𝑛,𝑣,𝑑. Those dimensions are often
interpreted as follows: (N) is the number of independent
samples, e.g., different images or different videos, (V) is
the number of views, e.g., data-augmentations for images,
frames for videos, and (D) is the dimension of each 𝒙𝑛,𝑣 ,
e.g., number of RGB pixels for images. In many cases
the ordering over 𝑉 is given by time–but in some cases,
e.g., data-augmentation of an image, ordering becomes

irrelevant. Our study does not require any particular
choice to organize one’s dataset into a (𝑁,𝑉, 𝐷) tensor–
and none of our theory and implementation assumes a particular
design decision for that tensor. However, we will rely on
the following two properties, (independence) the samples
𝒙𝑛 , 𝒙𝑛′ have been obtained independently from each other
∀𝑛 ≠ 𝑛′, and (identically distributed) the sampling process
was identical among 𝒙𝑛 , ∀𝑛.

Deep Networks. Today’s AI solutions rely on Deep
(Neural) Networks (DNs), which are compositions of a large
number of parameterized linear and nonlinear operators.
We denote the DN’s mapping as 𝑓𝜽 : R𝐷 → R𝐾 with 𝐾

the dimension of the embedding space. The internals
of 𝑓𝜽 are designed by the researcher to incorporate as
much prior knowledge about the data as possible. The
details of 𝑓𝜽 are irrelevant to our study–as we will see
the proposed LeJEPA works out-of-the-box on any 𝑓𝜽.
In any case, all the learnable parameters are gathered in
the vector 𝜽 ∈ R𝑃 , with 𝑃 counting the total number of
parameters. A central challenge in AI research is to design
the right architecture and training objective so that 𝜽 can
be learned from gradient descent to ultimately produce a
useful system, or foundation model, 𝑓𝜽.

JEPAs. A foundation model is any system, e.g., a DN,
able to solve numerous downstream tasks without requir-
ing any change in its internal parameters𝜽. This is in sharp
contrast with a supervised model that only considers its
training task. JEPAs have formally been introduced by
LeCun [2022] as a vehicle to produce foundation models.
The core building blocks of JEPAs rely on numerous well-
established techniques such as siamese networks [Bromley
et al., 1993] and predictive coding [Helmholtz et al., 1867,
Bruner and Postman, 1949]. While the exact blueprint of

3

I Dopasowanie widoków: zbliżamy osadzenia widoków tego samego obrazu.
I Losowe projekcje: rzutujemy osadzenia z partii na losowe kierunki.
I Dopasowanie rozkładów: zbliżamy rozkład projekcji do N (0, 1) za pomocą testu Eppsa–Pulleya.

LLeJEPA = (1− λ)Lpred + λLSIGReg

Źródło: Balestriero i LeCun, LeJEPA, 2025. 24

https://arxiv.org/abs/2511.08544v3


Macierz ewaluacji zmodyfikowanej metody LeJEPA

Split CIFAR-100 · 5 etapów po 20 klas · ResNet-18 · 100 epok na etap
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Ewaluacja liniowa
Po każdym etapie zamrażamy
enkoder i uczymy nowy klasyfikator
liniowy z etykietami na wszystkich
100 klasach. Test oceniamy osobno
dla każdego zadania.

Pierwsze zadanie

58,2% → 58,1%
Po etapie 1 → po etapie 5

Po ostatnim etapie cechy nadal pozwalają rozpoznawać klasy pierwszego zadania.

Źródło: wyniki własne z pracy magisterskiej. 25



CaSSLe: zachować wcześniejsze reprezentacje

Frozen 

Network





Current 

Network


Augmentations

Predictor 

Same SSL loss


Figure 2. Overview of the CaSSLe framework.

vious one making comparing representations complicated.

Distillation through SSL losses. Our framework, shown
in Fig. 2, is based on the following ideas: (i) a predictor
network that maps the current state of the representations
to their past state, by leveraging a distillation through time
strategy that satisfies both stability and plasticity principles,
and (ii) a family of adaptable distillation losses inherited
from the SSL literature that solves the issue of having dif-
ferent objectives interfering with each other.

When a new task is received, we start by making a copy
of the current model. This copy does not require gradient
computation and will not be updated. We call this the frozen
encoder f t−1. As soon as an image x ∈ Dt is available
we apply our stochastic image augmentations and extract its
features z = f t(x). In addition, we also use the frozen en-
coder to extract another feature vector z̄ = f t−1(x). Now,
our goal is to ensure that z contains at least as much infor-
mation as (and ideally more than) z̄. Instead of enforcing
the two feature vectors to be similar, and hence discourag-
ing the new model from learning new concepts, we propose
to use a predictor network g to project the representations
from the new feature space to the old one. If the predictor
is able to perfectly map from one space to the other, then it
implies that z is at least as powerful as z̄.

We are now ready to perform distillation, but which is
the most appropriate distillation loss? Since we want the
representations produced by g to be invariant to the state
of the model, we propose to use the same SSL loss used
to simulate invariance to augmentations. Empirically, we
verify that this choice reduces interference and minimizes
the need for hyperparameter tuning. We can hence write a
generic distillation loss by reusing the definition of LSSL:

LD(z, z̄) = LSSL(g(z), z̄). (4)

Note that z̄ is always detached from the computational
graph, such that the frozen encoder does not receive any gra-
dient, and the gradient only flows through the predictor g,
as prescribed in [15]. On the one hand, if training converges
and LD is minimized, the features predicted by g will likely
be quasi-invariant to the state of the model, which satisfies
the stability principle. On the other hand, the current en-
coder is less bound to its previous state, hence representa-
tions z can be more plastic. The loss can be extended to
multiple views by applying it to both representations, i.e.,
LD(zA, z̄A)+LD(zB , z̄B), and also swapped distillation,
e.g., LD(zA, z̄B) and vice-versa (see ablation in Tab. 6).

The final loss of an SSL method trained continually with
the CaSSLe framework is given by:

L = LSSL(z
A, zB) + LD(zA, z̄A)

= LSSL(z
A, zB) + LSSL(g(z

A), z̄A).
(5)

This loss can be made symmetric by applying it to both the
views (swapping A and B in Eq. (5)) and it can also be eas-
ily adapted for multi-crop [7]. Note that we do not use any
hyperparameter to weight the importance of the distillation
loss with respect to the SSL loss.

5.1. Compatibility of SSL methods with CaSSLe

The main difference among SSL methods is the loss
function that they use. Following the notation defined in
Sec. 3, and the loss functions in Tab. 1, we now detail if
and how SSL losses can be used in our CaSSLe framework.
Full derivation of distillation losses is deferred to the sup-
plementary material.

InfoNCE-based methods [13, 28] perform instance dis-
crimination, where positive samples help to build invariance
to augmentations. The negatives prevent the model from
falling into degenerate solutions. The InfoNCE (a.k.a. con-
trastive) loss can be written as in Eq. (6), where subscript i
is the index of a generic sample in the batch, sim is the co-
sine similarity and η(i) is the set of negatives for sample i
in the current batch. Distilling knowledge with this loss is
equivalent to performing instance discrimination of current
task samples but in the feature space learnt in the past. Thus,
the predictor g learns to project samples from the present to
the past space to maximize the distance with the negative
samples, and the similarity with itself in the past.

MSE-based approaches [15,26] enforce consistency among
positive samples and ignore the negatives. BYOL [26]
uses a momentum encoder and SimSiam [15] performs
a stop gradient operation to avoid degenerate solutions.
Since the representations are l2-normalized, their loss
(Eq. 7) can be rewritten as the negative cosine similarity:
− sim(qA, zB) = − qA

||qA||2 ·
zB

||zB ||2 , where qA = h(zA) and
h is a prediction head. The gradient is backpropagated only

4

Bieżący model (student)
Uczy się na nowych obrazach.
Poprzedni model (nauczyciel)
Wyznacza wcześniejsze cechy tych samych
obrazów.
Predyktor
Mapuje nowe cechy do wcześniejszej
przestrzeni.
Funkcja straty
Porównuje wyjście predyktora z cechami
zamrożonego nauczyciela.

Bez bufora dawnych obrazów. Kopia modelu po każdym etapie.

Źródło: Fini i in., Self-Supervised Models are Continual Learners, CVPR 2022. 26

https://arxiv.org/abs/2112.04215v2


CaSSLe: SSL i destylacja

L = LSSL(ZA, ZB)︸ ︷︷ ︸
uczenie nowych cech

+LSSL
(
pψ(ZA), sg(Z̄A)

)︸ ︷︷ ︸
destylacja

ZA, ZB ∈ RN×d

Cechy dwóch wersji każdego obrazu w partii.
N — liczba obrazów, d — wymiar cech.

Z̄A

Cechy z zamrożonego poprzedniego modelu.

pψ

Predyktor dopasowujący nowe cechy do
wcześniejszych.

sg — stop-gradient
Zatrzymuje przepływ gradientu do
nauczyciela.

Ta sama strata SSL służy też do destylacji.

Źródło: Fini i in., Self-Supervised Models are Continual Learners, CVPR 2022. 27
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Czy SSL pomaga w uczeniu ciągłym?

CIFAR-100 · 5 etapów po 20 klas · ResNet-18 · końcowa dokładność ewaluacji liniowej (%)

Self-Supervised Models are Continual Learners

Enrico Fini*1,2 Victor G. Turrisi da Costa*1 Xavier Alameda-Pineda2
Elisa Ricci1,3 Karteek Alahari2 Julien Mairal2

1 University of Trento 2 Inria† 3 Fondazione Bruno Kessler

Abstract

Self-supervised models have been shown to produce
comparable or better visual representations than their su-
pervised counterparts when trained offline on unlabeled
data at scale. However, their efficacy is catastrophically
reduced in a Continual Learning (CL) scenario where data
is presented to the model sequentially. In this paper, we
show that self-supervised loss functions can be seamlessly
converted into distillation mechanisms for CL by adding a
predictor network that maps the current state of the repre-
sentations to their past state. This enables us to devise a
framework for Continual self-supervised visual representa-
tion Learning that (i) significantly improves the quality of
the learned representations, (ii) is compatible with several
state-of-the-art self-supervised objectives, and (iii) needs
little to no hyperparameter tuning. We demonstrate the ef-
fectiveness of our approach empirically by training six pop-
ular self-supervised models in various CL settings. Code:
github.com/DonkeyShot21/cassle.

1. Introduction

During the last few years, self-supervised learning (SSL)
has become the most popular paradigm for unsupervised vi-
sual representation learning [3, 7, 8, 13, 14, 26, 28, 58]. In-
deed, under certain assumptions (e.g., offline training with
large amounts of data and resources), SSL methods are able
to extract representations that match the quality of represen-
tations obtained with supervised learning, without requir-
ing annotations. However, these assumptions do not always
hold in real-world scenarios, e.g., when new unlabeled data
are made available progressively over time. In fact, in order
to integrate new knowledge into the model, training needs
to be repeated on the whole dataset, which is impractical,
expensive, and sometimes even impossible when old data is
not available. This issue is exacerbated by the fact that SSL
models are notoriously computationally expensive to train.

*Enrico Fini and Victor G. Turrisi da Costa contributed equally.
†Univ. Grenoble Alpes, CNRS, Grenoble INP, LJK, 38000 Grenoble, France.
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Figure 1. Linear evaluation accuracy of representations learned
with different self-supervised methods on class-incremental CI-
FAR100 and ImageNet100. In blue the accuracy of SSL fine-
tuning, in green the improvement brought by CaSSLe. The red
dashed line is the accuracy attained by supervised fine-tuning.

Continual learning (CL) studies the ability of neural net-
works to learn tasks sequentially. Prior art in the field fo-
cuses on mitigating catastrophic forgetting [17, 23, 25, 40].
Common benchmarks in the CL literature evaluate the dis-
criminative performance of classifiers learned with super-
vision from non-stationary distributions. In this paper, we
tackle the same forgetting phenomenon in the context of
SSL. Unsupervised representation learning is indeed ap-
pealing for sequential learning since it does not require hu-
man annotations, which are particularly hard to obtain when
new data is generated on-the-fly. This setup, called Contin-
ual Self-Supervised Learning (CSSL), is surprisingly under-
investigated in the literature.

In this work, we propose CaSSLe, a simple and effec-
tive framework for CSSL of visual representations based on
the intuition that SSL models are intrinsically capable of
learning continually, and that SSL losses can be seamlessly
converted into distillation losses. Our key idea is to train the

1

SSL + CaSSLe Uczenie nadzorowane

Sam SSL nie gwarantuje przewagi.
CaSSLe poprawia jakość reprezentacji w badanym protokole.

Źródło: Fini i in., Self-Supervised Models are Continual Learners, CVPR 2022. 28
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PNR: pseudo-negatywy z poprzedniego modelu

Pseudo-Negative Regularization · rozszerzenie metody CaSSLe zwiększające plastyczność

Regularizing with Pseudo-Negatives for Continual Self-Supervised Learning

𝑧!"#,%&

𝑧!,%'
𝑧!"#,%'

𝑧!,%& 𝑧!,(

𝑧!"#,( Pull positive 
samples together
Push negative 
samples apart

Contrastive Learning Non-contrastive Learning

Figure 2. Graphical representation of learning with our proposed
loss. The blue dashed arrow indicates the direction of the gradient
update during training with the proposed loss. It moves away from
the negative and pseudo-negative embeddings, which correspond
to current and past models, while converging towards the positive
embeddings of the current and past models.

LSSL∗

1/2 are newly designed general loss forms incorporating
all candidate pseudo-negatives: zAt−1, z

B
t−1 for LSSL∗

1 and
zAt , z

B
t for LSSL∗

2 . They resemble the two loss functions
utilized in CaSSLe, and we will highlight the specific differ-
ence later. Furthermore, in order to consider two different
augmentations in a symmetric fashion, we employ the fol-
lowing average as the final loss function for our method
1
2 (L

CSSL
t (xA,xB) + LCSSL

t (xB ,xA)).

As mentioned above, CaSSLe also uses two SSL loss func-
tions, one responsible for plasticity and the other for stability,
but they do not utilize any pseudo-negatives. Namely, the
plasticity loss of CaSSLe (which corresponds to LSSL∗

1 of
ours) is designed to learn new representations from the new
task t and only utilizes the output features from the current
model t. Moreover, the stability loss of CaSSLe (which
corresponds to LSSL∗

2 of ours) aims to maintain the represen-
tations learned from the past task t− 1 and only regularizes
with the output features from the previous model t− 1. We
argue that such a stability loss term, designed to preserve
representations from the previous model, might impede the
plasticity loss, that aims to learn new representations from
the new task but does not consider any representations from
the previous model (Cha et al., 2024; Kim & Han, 2023).
To address these issues, we propose utilizing the output fea-
tures of both the model t− 1 and t as the pseudo-negatives,
that can effectively work as regularizers so that the newly
learned representations may not interfere with previously
learned representations.

In the upcoming section, we will specifically introduce novel
function forms for LSSL∗

1 and LSSL∗

2 tailored to integrate
pseudo-negatives into contrastive learning methods (e.g.,
SimCLR (Chen et al., 2020a), MoCo (He et al., 2020)).

Additionally, we will present how the idea of using pseudo-
negatives can be applied to non-contrastive learning meth-
ods (e.g., BYOL (Grill et al., 2020), VICReg (Bardes et al.,
2022), BarlowTwins (Zbontar et al., 2021)) as well.

4.2. InfoNCE-based Contrastive Learning Case

Here, we propose new loss functions for CSSL using con-
trastive learning-based SSL methods (e.g.. SimCLR and
MoCo). First, LSSL∗

1 in (1) is defined as:

LSSL∗

1 ({zAt , zBt , zAt−1, z
B
t−1})

= −log
exp(zAt,i · zBt,i/τ)∑

zj∈N1(i)∪PN 1(i)
exp(zAt,i · zj/τ)

,
(2)

in which N1(i) = {zAt , zBt }\{zAt,i} is the set of origi-
nal negatives, and PN 1(i) = {zAt−1, z

B
t−1}\{zAt−1,i} are

pseudo-negatives of LSSL∗

1 . Also, LSSL∗

2 is defined as fol-
lows:

LSSL∗

2 ({g(zAt ), zAt−1, z
B
t−1, z

A
t , z

B
t })

= −log
exp(g(zAt,i) · zAt−1,i/τ)∑

zj∈N2(i)∪PN 2(i)
exp(g(zAt,i) · zj/τ)

,
(3)

in which N2(i) = {zAt−1, z
B
t−1}\{zAt−1,i} is the original

negatives for contrastive distillation (Tian et al., 2019; Fini
et al., 2022), and PN 2(i) = {zAt , zBt }\{zAt,i} is the pseudo-
negatives of LSSL∗

2 . Also, τ denotes a temperature parameter.
In the case of SimCLR, N1(i), PN 1(i), N2(i), and PN 2(i)
consist of negatives from the current batch. When using
MoCo, two queues storing positives of each loss function
(LSSL∗

1 and LSSL∗

2 ) from previous iterations are employed
for them.

Note these two losses are quite similar in form to In-
foNCE (Oord et al., 2018), have has a couple of key differ-
ences. First, in LSSL∗

1 , we use pseudo-negatives in PN 1(i)
which are obtained from the previous model hθt−1

. This
addition of negative embeddings in LSSL∗

1 compels the em-
bedding of xi to be repelled not only from the negative
embeddings of the current model but also from those of the
previous model, hence, it fosters the acquisition of more
distinctive representations. Second, in LSSL∗

2 , which has the
similar form of contrastive distillation, we also use pseudo-
negatives in PN 2(i). Such modification has the impact of
placing additional constraints on distillation, ensuring that
the representations from the past model are maintained in
a way that does not contradict the representations of the
current model. Note that the denominators of the two loss
functions are identical except for the g(·) in LSSL∗

2 . There-
fore, with the identical denominators, adding two losses will
result in achieving a natural trade-off between plasticity and
stability for learning the representation.

This intuition is depicted in the left figure of Figure 2.

4

Pełne punkty: bieżący model. Puste: poprzedni
model.

SSL + destylacja
Zbliżamy widoki i zachowujemy wcześniejsze
cechy.

Pseudo-negatyw
Reprezentacja drugiego widoku
z poprzedniego modelu.

Odpychamy od pseudo-negatywu bieżące
reprezentacje (czerwona strzałka).

Źródło: Cha, Cho i Moon, Regularizing with Pseudo-Negatives, ICML 2024. 29

https://proceedings.mlr.press/v235/cha24a.html


Osiris: dwa projektory, trzy cele

Lpast-D

fΘ g

h

Feature Spaces

y ∼ M

x ∼ Dt

fΘ∗
t−1

x ∼ Dt

ModelData Losses

Lcurrent

Lcross

Lpast-R

Push
Pull

g∗ ◦ f∗

h∗ ◦ f∗

Conceptual Loss Space

Lcross

Lcurrent

Lpast

Figure 1: Left: illustration of our method. Dashed arrows denote optional computations because the stability
loss Lpast can be achieved through distillation or replay. Right: conceptual loss space. A separate projector
helps with optimization.

Osiris-D(istillation). The first approach uses distillation and requires storing a frozen checkpoint of the
encoder, fΘ∗

t−1
, at the end of task t − 1. It asks the current model to predict a data example from a batch

of examples encoded by the checkpoint, therefore encouraging it to retain previously learned features. The
loss can be written with the notation of Eq. 2 as

Lpast-D =
1

2

(
LSSL

(
X,X;hΨ ◦ fΘ∗

t−1
, hΨ ◦ fΘ

)
+ LSSL

(
X,X;hΨ ◦ fΘ, hΨ ◦ fΘ∗

t−1

))
. (4)

The idea of Lpast-D is similar to CaSSLe (Fini et al., 2022), but we distill our model with fΘ∗
t−1

(x) and not

gΦ∗
t−1

(fΘ∗
t−1

(x)), where gΦ∗
t−1

is the projector checkpoint. Our approach has several advantages: (a) it has

been shown that the encoder output produces better representations than the projector output (Chen et al.,
2020); (b) the gradient of our stability loss does not pass through gΦ, which allows more freedom in exploring
the current-task features; and (c) we do not need to store gΦ∗

t−1
. In practice, we find the symmetric loss

works better than having only the first term. Note that this induces negligible computational overheads
because we can reuse the representations of X to compute the second term.

Osiris-R(eplay). The second approach does not require storing parameters. It applies the contrastive loss
on Y alone. The loss can be written as

Lpast-R = LSSL (Y ; fΘ, hΨ) . (5)

This loss prevents forgetting by optimizing the learning objective on D1...t−1, in expectation. It is similar to
ER, to be discussed in Sec. 3.3, but uses a different projector.

Remark. Although using both Lpast-R and Lpast-D may yield better performance, we emphasize that this
is not our goal. Because both losses aim to reduce forgetting, we use them to demonstrate the flexibility of
our framework and investigate the pros and cons of replay versus distillation in our experiments. We expect
that it is possible to use any replay or output regularization method explored in SCL (e.g., DER in Buzzega
et al. 2020) as our stability loss, as long as they operate on the output space of hΨ.

3.2.3 Cross-Task Consolidation Loss

Recall from Sec. 3.2.1 that the perfect minimizer of Lcurrent projects all data from Dt uniformly to the
representation space. Similarly, representations of D1...t−1 encoded by the perfect minimizer of Lpast are
also distributed uniformly. This means that the model may still suffer from representation overlaps between
D1...t−1 and Dt (or between a pair of tasks from D1...t−1) even if they successfully optimize Lcurrent and

5

Nowe dane
Uczymy cechy przez projektor g.

Dawna wiedza
Chronimy ją przez projektor h,
wykorzystując destylację lub replay.

Konsolidacja między zadaniami
Odróżniamy nowe i dawne przykłady
w przestrzeni h.

Jeden enkoder, dwa projektory i bufor dawnych przykładów.

Źródło: Zhang i in., Integrating Present and Past in Unsupervised Continual Learning, CoLLAs 2024. 30
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Modele fundamentalne
w uczeniu ciągłym



Modele po pretreningu jako punkt startowy

Model fundamentalny
po pretreningu

samonadzorowanym
+ Mechanizm

uczenia ciągłego

Wyuczone reprezentacje Wykorzystanie lub adaptacja cech
na kolejnych danych
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RanPAC: losowa projekcja cech

Although many methods for CL have been proposed [51, 53, 2, 60], most focus on models that
need to be trained from scratch, with resulting performance falling short of that achievable by
non-CL alternatives on the same datasets. Although valid use cases for training from scratch will
always exist, the new era of large foundation models has led to growing interest in combining CL
with the advantages of powerful pre-trained models, namely the assumption that a strong generic
feature-extractor can be adapted using fine-tuning to any number of downstream tasks.

Although forgetting still occurs in CL with such transfer-learning [57, 65, 63] (whether using
conventional fine-tuning [24] or more-recent Parameter-Efficient Transfer Learning (PETL) methods
such as [6, 28, 21]), commencing CL with a powerful feature-extractor has opened up new ideas for
avoiding forgetting that are unlikely to work when training from scratch. Such new methods have
been applied successfully to pre-trained transformer networks [39, 10, 57, 56, 46, 20, 65, 63, 47, 55],
CNNs [11, 15, 33, 22, 59, 37] and multi-modal vision-language models [8].

Three main strategies are evident in these proposals (see Section 2) for details): (i) prompting of
transformer networks; (ii) careful selective fine-tuning of a pre-trained model’s parameters; and (iii)
Class-Prototype (CP) accumulation. Common to all these strategies is the absence of a need for a
buffer of rehearsal samples from past tasks, unlike the best CL methods for training models from
scratch. Instead, these strategies leverage a pre-trained model’s strong feature extraction capabilities.

Each strategy has yielded empirically comparable performance when used with the same benchmarks
and pre-trained model (e.g. a ViT B/16 transformer network [46, 63, 65]). It therefore remains open
as to what strategy best leverages pre-trained foundation models for CL, in terms of performance on
diverse datasets and CL scenarios, simplicity, and efficiency. However, we note that the CP-based CL
strategy is simple to apply to both CNNs and transformer networks, whereas prompting methods rely
on a prepending learnable prompts to transformer network inputs. Fine-tuning a pre-trained model’s
parameters requires more resources for training than the other two strategies, while carrying a greater
risk of cumulative forgetting over time, thus requiring use of additional CL methodologies.

In this paper, we show that the CP strategy has not come close to exhausting its capacity for accuracy,
and can achieve standout performance with carefully tailored strategies to enhance the extracted
feature representations from the pre-trained models. CP-based methods use only the prototypes
obtained by averaging the extracted features to represent each class, subject to a discrepancy with the
data distributions in practice. We propose to handle this via training-free frozen random projections
and a decorrelation process, both of which bypass the forgetting issue. Specifically, we introduce a
Random-Projection (RP) layer of frozen untrained weights, with nonlinear activation, between the
pre-trained-model’s feature layer, and a CP-based output head.

Extracted Features

Pre-trained
Net

Nonlinearly Projected Features

Random
Projection
L à M > L Prototype-Based

Classification

Figure 1: The RP method can lead to a represen-
tation space with clear class separation. Colored
points are 2D t-SNE visualizations for CIFAR-100
classes with features from a pre-trained ViT-B/16
transformer network.

Nonlinear Random Projection (RP) of Fea-
tures: The original RP idea (see Figure 1) has
been proposed [43, 4, 18] and applied (e.g. [32])
multiple times in the past, as a standalone non-
continual learner. Our two-fold motivation for
using the same method for CL differs from
the method’s origins (outlined in Section 2).
Firstly, we show that past CP strategies for
CL with pre-trained models are equivalent to
the linear models learned following RP in the
past, e.g. [43, 4, 18, 32]. Secondly, the frozen
untrained/training-free weights do not cause for-
getting in CL. These two observations suggest
using the RP idea alongside CP strategies for
CL.

However, why should RPs provide any value in-
stead of trying to learn a layer of fully-connected
weights? It is well known that linear models
can benefit from transformations that create non-
linear feature interactions. Our hypothesis in proposing to use RP followed by nonlinear-activation
for CL, therefore, is that the transformed set of features is more linearly separable using a CP method
than features directly extracted from a pre-trained model. The past work of [43, 4, 18, 32] leads us to
expect that for this to be confirmed, RP will need to increase dimensionality from L to M > L.

2

CIFAR-100 · ViT-B/16 · rozkład cech w przestrzeni 2D

Losowa projekcja
Stała warstwa zwiększa wymiar
cech i dodaje nieliniowość.

Aktualizacja klasyfikatora
Zachowujemy statystyki cech
i klas, bez bufora dawnych
danych.

Enkoder i projekcja pozostają zamrożone.

Źródło: McDonnell i in., RanPAC, NeurIPS 2023. 33
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InfLoRA: ograniczenie interferencji między zadaniami
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Figure 1. (a) The architecture of our InfLoRA in a certain linear layer of a Transformer. During the learning of the t-th task, the pre-trained
weight and all the old branches are frozen, and only At is fine-tuned. (b) The pipeline of designing dimensionality reduction matrix Bt.

3. Methodology
Figure 1 (a) illustrates the architecture of our InfLoRA
within a linear layer. Before learning the t-th new task, our
InfLoRA expands a LoRA-like branch, which includes a
dimensionality reduction matrix Bt ∈ Rr×dI and a dimen-
sionality increasing matrixAt ∈ RdO×r. Then, the forward
propagation of this linear layer is modified as

e =Wh+

t∑
j=1

AjBjh = Wt−1h+AtBth = Wth.

(1)

Here,Wt = Wt−1+AtBt = W+
∑t

i=1AiBi. Similar to
LoRA, our InfLoRA also initializes dimensionality increas-
ing matrix At as 0. However, different from LoRA, which
employs Gaussian distribution to initialize the dimension-
ality reduction matrix B, our InfLoRA designs the dimen-
sionality reduction matrix Bt before learning the t-th task.
During the learning of the t-th task, InfLoRA fine-tunesAt

to learn the new task while keeping the pre-trained weight
W , all the old branches and the matrix Bt frozen. After
learning the t-th tasks, for any given test sample belong-
ing to the learned tasks, the model uses Wt and (1) to infer
its label. This design ensures that our method is compatible
with the class-incremental scenario where task identities are
unknown during inference.

In the following subsections, we first build the relation-
ship between our InfLoRA and the method that fine-tunes
the pre-trained weight. Specifically, we show that fine-
tuning parameters At is equivalent to fine-tuning the pre-
trained weights W within a subspace spanned by the rows
of Bt. Note that Bt is designed before learning the t-th
task, making this subspace pre-designed. Then, building
upon this relationship, we introduce how our InfLoRA de-
signs this subspace to eliminate the interference of the new

task on the old tasks and make a good trade-off between
stability and plasticity.

3.1. Relationship between InfLoRA and Fine-
Tuning the Pre-Trained Weight

When the t-th task arrives and our method has expanded a
new branch, the forward propagation in this layer can be
represented by (1). At this time, we can prove the following
proposition:

Proposition 1. When learning the t-th task with forward
propagation represented by (1), fine-tuningAt is equivalent
to fine-tuning the pre-trained weightW within the subspace
span{bt1, ..., btr}. Here, bti (1 ≤ i ≤ r) denotes the i-th row
vector ofBt.

Proof. When tuning the pre-trained weight W to learn the
t-th task, we can compute the gradient of W based on the
chain rule:

∂L
∂W

=
∂L
∂e

∂e

∂W
=
∂L
∂e
hT . (2)

Here, L denotes the loss function. At this time, the change
of W can be denoted as ∆W = −α ∂L

∂W , where α is the
learning rate. Then, we can compute the change of the com-
posed matrixWt = W +

∑t
j=1AjBj :

∆WWt =[W + ∆W +

t∑
j=1

AjBj ]− (W +

t∑
j=1

AjBj)

=∆W = −α ∂L
∂Wt

= −α∂L
∂e
hT (3)

Here, we use ∆WWt to denote the change of the composed
matrixWt causing by the change ofW .

23640

LoRA
Low-Rank Adaptation

Wagi modelu pozostają zamrożone. Uczymy
tylko dodawaną do nich korektę.

InfLoRA
Dobiera kierunki poprawki ortogonalne do
podprzestrzeni dawnych zadań.

∆Wt = AtBt

At — uczona macierz adaptacji.
Bt — zamrożona baza ortogonalna do
wcześniejszych cech.

Źródła: Hu i in., LoRA, ICLR 2022; Liang i Li, InfLoRA, CVPR 2024. 34
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Rosnący horyzont zadań agentów opartych na LLM
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Optimally reduce the size of a language model
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Length of software tasks that different LLMs

can complete 50% of the time

Kiedy pamięć i kontekst przestają wystarczać,
a potrzebna staje się trwała aktualizacja wiedzy?
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Podsumowanie

I Uczenie ciągłe rozwija metody stopniowego zdobywania i zachowywania wiedzy,
inspirowane ludzkim uczeniem się przez całe życie (ang. lifelong learning).

I Uczenie samonadzorowane rozszerza możliwości uczenia ciągłego poza nadzorowaną
klasyfikację, ale stawia nowe wyzwania.

I Regularyzacja przestrzeni reprezentacji kontroluje strukturę i zmiany cech oraz może
ograniczać katastrofalne zapominanie.

I Modele fundamentalne dostarczają użytecznych reprezentacji, które można
wykorzystywać lub adaptować w uczeniu ciągłym.
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Pytania i dyskusja
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